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1

Features

Jensor 1.8 has extremely low-overheads (10 to 30 microseconds per method) and low
memory footprint (typically less than 1 MB).

No change in source code or development cycle is required to use Jensor.

Jensor is capable of doing adaptive profiling. It can track its own overheads.

Provides method response time for all pure Java methods.

Provides Heap Utilization statistics and Object Instantiation data. This feature can be used to
ascertain if there are memory leaks in the application.

Provide a detail trace of all (pure Java) activities that happen in all application threads in the
JVM. Provides real-time response time averages and histograms.

Unlike previous versions of Jensor, v1.8 provides controls to monitor only desired methods of
instrumented classes .i.e. it is possible to dynamically turn on and turn off data about desired
methods. At instrumentation time also Jensor provides facility to selectively instrument
classes.

Supports 32-bit and 64-bit JVMs running JDK 1.4 and above.

Introduces innovative analysis features like

a. Tagging Engine — Provides Business and Technical perspectives for analysis of the
same underlying data. Tagging Engine is now more intelligent than before and offers
automatic break up by time spent methods in different packages, classes and
methods.

b. JVM Replay — Animated replay of events happening in JVM across all threads helps
in Reliability analysis

c. Pattern Analysis — Aggregation of method call sequence to look for “patterns” in code
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10. Provides remote JVM monitoring and the capability to start, stop and collate Jensor data from
a remote JVM.

2 Architecture

Instrumentation Engine Jensor Core Jensor Analysis
Workbench (JAW)

Fig 1 Jensor Architecture

Jensor consists of 3 components
1) Instrumentation Engine — This is invoked statically and consists of Byte Code Reader,

Transformer and Writer
2) Jensor Core' — Jensor Core comes into play when instrumented code is executed. The Core
consists of 3 components
a. Log Writer for generating logs to be analyzed offline.

b. Real-Time Statistics Engine for monitoring memory consumption and identifying
bottleneck methods at run-time

c. Control Engine — This controls Jensor behaviour at runtime.
d. TCP /IP Server — Accepts signals to start / stop and collate Jensor data from local or

remote JAW.

3) Jensor Analysis Workbench (JAW)? — This is invoked offline after Jensor output is obtained. It
consists currently of 9 features viz.

! Jensor Core was called Profiling Engine in Jersesion 1.1
2 Jensor Analysis Workbench (JAW) was called Analy&igine in Jensor version 1.1
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Summary Report — This component crunches Jensor logs and generates Summary
Report which gives per thread per method statistics

Call Trace — Creates entire call execution sequence with break up of response time at
each level.

JVM Replay — Allows replay of method executions happening in JVM. This feature
can be useful in debugging reliability and scalability problems.

Pattern Analysis Engine — This identifies patterns of interest from application
performance perspective. This component contains 2 patterns viz. Elementary and
Advance pattern analysis. Only Elementary pattern Analysis is shipped with this
version of Jensor. Advance Pattern Analysis will be distributed in later releases.

Charting Engine — It currently provides graphical visualization for correlating method
response time histograms and memory utilization.

Un-exited Methods — This module provides useful pointers into debugging reliability of
the application. Two modules provide information about un-exited methods.

Tagging — Three modules in Jensor are dedicated to tagging. Tagging is the process
in which one declares ‘Tags’. Next tags are applied to technical data obtained from
Jensor. Jensor then provides break-up and visualization based on Tags. Further
more, Tags can be nested to bring out appropriate correlation between different
categories of tags. Using tags it is possible to create a business perspective of
technical data.

Response Time Spectrum — Averages typically dilute information about response
time. This module depicts response time of all occurrences of selected methods
against wall clock time. This module enables identifying periods of the day where a
method performance degraded and by how much.

Object Instantiations — Shows memory graph and details about object allocations
grouped by methods. This module allows one to select time range and get
information about allocated object type and allocating method along with count of
number of objects allocated. A high allocation of a particular object type within a
method can provide useful pointers to memory consumption by that method.
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3 Use Cases for Jensor

This list of use cases is representative of, but not limited to, what Jensor can be used for.

1. To obtain response time of methods in Production environments without making in
modifications to source code.

2. Jensor’s unique Tagging Engine enables analysis from a technical and business perspective
based on same underlying data that is captured by Jensor. No freely available or commercial
Java Profilers have this capability.

3. To identify bottleneck methods in Development, Test and Production environment. Many
profilers that are suitable for Development are not suited for Production and vice-versa.
Jensor is designed to work efficiently in all environments.

4. To obtain JVM Heap Utilization statistics. This is useful in many cases such as
To detect if application has memory leaks
To quantify memory requirements of an application
To characterize memory usage patterns
To arrive at optimal Garbage Collection (GC) settings

To identify poor code patterns based on object instantiation

5. To detect application scalability and reliability problems using modules like Response Time
Spectrum and Unexited Methods.

6. To detect application with code patterns that consume lot of memory. The object instantiation
module provides details on type and count of objects allocated by a method in a given
interval.
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